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Why Machine Learning Succeeds?

• Deep neural networks. [Vas17, KSH12]
• Stochastic training algorithms. [RM51, RHW86, DHS11, KB14]
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Stochastic Gradient Descent (SGD)

• Objective:

min
θ

ℓ̄(θ) := Eξ∼P [ℓ(θ, ξ)]

• Stochastic Gradient Descent:

θn+1 = θn − ηn∇ℓ(θn , ξn+1)

• Several ways for uncertainty quantification: θ∗ ∈ CIn with high probability:
• Plug-in. [CLTZ20]
• Batch means.[CLTZ20]
• Random scaling.[LLSS22]
• ...
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Heavy-tail Data in Machine Learning

• The histogram of the norm of the gradient noises computed with AlexNet on Cifar10.
[SSG19].

0 1000 2000
Noise norm

101

103

105

Co
un

t

(a) Real

0 1000 2000
Noise norm

100

101

102

Co
un

t

(b) Gaussian

0 1000 2000
Noise norm

100

101

102

103

104

Co
un

t

(c) α-stable

5 / 20



A Challenge for Inference

We need statistical inference methodologies for heavy-tail SGD.

• What is the challenge?
• Light-tail central limit theorem (CLT) no longer works.
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Example: Apply Classic CLT

• Underlying model: ∇ℓ(θ, ξ) ∼ Stable(α, β). (α = 1.5, β = 1)
• Confidence interval (95%) for θ∗ :

[
θn − q1

σn√
n , θn − q2

σn√
n

]
, Gaussian quantiles.
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Challenges for Inference

We need calibrated statistical inference methodologies for heavy-tail SGD.

• Specifically:
• Limit theorems for heavy-tail SGD.
• Efficient Statistical inference approach.
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Problem Setup

• Objective:

min
θ

ℓ̄(θ) := E[ℓ(θ, ξ)]

• SGD:

θn+1 = θn − ηn∇ℓ(θn , ξn+1)

• ℓ̄(θ) is strongly-convex.
• ηn ∝ n−ρ, ρ ∈ (0, 1].
• Heavy-tail assumption (α ∈ (0, 1)): P(∥∇ℓ(θ, ξ)∥ > t) = C

tα

Goal: Asymptotic behavior of n?(θn − θ∗).
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Results
• SGD with heavy-tail(α) noise in 1-dimension and learning rate ηn ∝ n−1 [Krasulina

1969]:

η
1
α
−1

n (θn − θ∗)
d→ Zα.

• SGD with heavy-tail(α) noise in d-dimension and learning rate ηn = c · n−ρ (ρ ≤ 1):

Theorem [BMY24]

η
1
α
−1

n (θn − θ∗)
d→ Zfinal,ρ.

Zfinal,ρ is the stationary distribution of an Ornstein-Uhlenbeck process driven by Lévy.

dXt = −
(
∇2ℓ(θ∗)− 1(ρ = 1)1 − α−1

c

)
Xtdt + dLα

t .

• Fastest rate is achieved when ρ = 1, in 1-dimension, optimal constant c∗ = 1
ℓ′′(θ∗) .
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Polyak-Averaging SGD

• Replace θn with Polyak-averaging θ̄n =
∑n

i=1 θi
n [Polyak et al. 1992]:

Theorem [BGY]

When ηn ∝ n−ρ and ρ ∈ (α−1, 1):

n1− 1
α
(
θ̄n − θ∗

) d→ Z̃avg.

• If symmetric, the tails of Zfinal,ρ and Z̃avg satisfy:

P(|Zfinal,ρ| ≥ x) ≈ C1
xα

, P(|Z̃avg| ≥ x) ≈ C2
xα

then C1 ≥ C2. Equality is chosen when c = c∗, ρ = 1 for final iterate SGD.
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Brief Sum-up

• Limit theorems for SGD with infinite variance still hold.

η
1
α
−1

n (θn − θ∗)
d→ Zfinal,ρ

• Unknown parameters:
• Index α.
• Quantiles of limit distributions.
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Self-normalization

• Inspiring from i.i.d. infinite variance mean-estimation [Logan et al. 1973]

Theorem [BGY]

When ηn ∝ n−1 and σ2
n = 1

n
∑n

i=1 ℓ
′(θi , ξi)

2:(
n1− 1

α (θn − θ∗),n
1
2−

1
ασn

)
d→ (Zfinal,W ).

• Self-normalization:
√

n (θn − θ∗)

σn

d→ Zfinal
W

.

• Benefits:
• No estimation on α.

• Left to do: quantiles of Zfinal/W .
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Sub-sampling for Mean Estimation [Romano et al. 1999]

• Self-normalization: √
n(X̄n − µ)

σn

d→ Z
W

• Sub-sampling:
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Sub-sampling for SGD

• Assume simulator for sampling.
• E.g. m =

√
n

• The approximate 95% confidence interval:[
θn − q̂0.975

σn√
n
, θn − q̂0.025

σn√
n

]

SGD trajectory

Restart Restart Restart Restart Restart
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Simulation

• Blue: Sub-sampling + heavy tail, Orange: Sub-sampling + Gaussian data:
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Simulation: Asymmetric

• Blue: Final iterate, Orange: Polyak-Averaging: ρ = .7
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Simulation: Asymmetric

• Blue: batch size n0.5, Orange: batch size n0.75, Green: batch size n0.25:
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Simulation: Optimality comparison for SGD and Polyak-averaging

• Symmetric noise, Blue: Final iterate, Orange: Final iterate + Optimal learning rate,
Green: Polyak-Averaging ρ = .7
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Takeaways

• Heavy-tailed SGD [BMY24] [BGY]:
• Weak convergence for final iterate and Polyak-Averaging.
• Self-normalization + sub-sampling for inference.

• Application [BGY]:
• Stopping criteria: monitor the confidence interval.
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